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Abstract 

Memory hierarchy performance, specifically cache memory 

performance, is an increasingly important factor in the 

performance of modern computers. Victim caching is an 

improvement to miss caching by placing a small fully-

associative cache between a cache and its refill path [1]. This 

paper presents simulation results of two level cache memory 

using victim caching, and examines the impact of using the 

victim cache in improving system performance. Many 

experiments were conducted and results were recorded, and the 

performance was illustrated using the percentage of reduction 

of the average memory access time (AMAT) metric.  

Experiments indicated that significant performance advantages 

can be gained through the use of victim caching. 
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INTRODUCTION  

Cache performance is becoming increasingly important since it 

has a dramatic effect on the performance of advanced processors 

[1]. Victim cache was originally proposed by Jouppiin 1990 [2] 

as an approach to reduce the miss penalty and to remember what 

was discarded in case it is needed again. Since the discarded data 

has already been fetched, it can be used again at a small cost. 

Such recycling is possible using a victim cache. On the other 

hand, victim cache may also delay the write activities of the 

dirty blocks, which allows ordering and reduction of write 

activities. 

Victim cache was originally proposed to reduce the conflict 

misses of direct mapped caches without affecting its fast access 

time. Victim cache is a fully associative cache, whose size is 

typically 4 to 16 cache lines, residing between a direct mapped 

L1 cache and the next level of memory. On a main cache miss, 

before going to the next level, the victim cache is checked. If the 

address hits in victim cache the desired data is returned to the 

CPU and also promoted to the main cache by replacing its 

conflicting competitor. The data evicted from the main cache is 

transferred to the victim cache. In case of a miss in victim cache 

the next level of memory is accessed and arriving data fills the 

line in main cache while moving the current data to victim 

cache. In this case the replaced entry in the victim cache is 

discarded and, if dirty, written back to the next level of memory 

[2]. On a cache miss, before going to the next level, the victim 

cache is checked. If the address hits in the victim cache the 

desired data is returned to the CPU and also promoted to the 

main cache by replacing its conflicting competitor. The data 

evicted from the main cache is transferred to the victim cache. 

In case of a miss in victim cache the next level of memory is 

accessed and arriving data fills the line in main cache while 

moving the current data to victim cache. In this case the replaced 

entry in the victim cache is discarded and, if dirty, written back 

to the next level of memory as shown in “Fig. 1,” Victim cache 

temporarily holds data evicted from the cache and, because of 

its full associativity, it can simultaneously hold many blocks that 

would conflict in direct mapped cache. If the number of 

conflicting blocks are small enough to fit in victim cache, both 

the miss rate to the next memory level and the average access 

time will be improved due to relatively low miss penalty for 

fetching from victim cache[2][3]. 

The implementation of the victim cache is similar to the first 

level cache in terms of control logic and schematic design.  The 

main differences are in the handling of data input and output. 

Victim cache is a fully associative cache, using a first in first out 

replacement policy (FIFO), which size is typically 4 to 16 cache 

lines, and residing between a level one cache and the next level 

of memory.  The reason for using FIFO instead of random as the 

first level cache is that random replacement is more effective for 

larger cache sizes.  The small size of the victim cache makes it 

probable that certain cache blocks will be replaced more often.  

Because the victim cache outputs to the main memory on a 

cache miss, replacing blocks on a more frequent basis will result 

in a higher average memory access time (AMAT) which is 

determined by ( hit time + miss rate * miss penalty).  A FIFO 

replacement policy ensures each block has the same chance to 

be replaced.  Theoretically a LRU is the best replacement policy, 

but is too difficult to implement with more than two sets. 

In this work many simulation experiments with different design 

alternatives for L1 cache, L2 cache, and victim cache were 

attempted to determine the performance improvement gained by 

using victim caching, this improvement will be represented 

using the AMAT as a representative performance metric [4][5]. 

The rest of the paper is organized as follows. Section II 

describes the simulation environment used in our performance 

evaluation. Section III describes the design alternatives and 

results. Section IV provides conclusions and future work 

recommendations. 

 
Figure 1 Placement of victim cache in memory hierarchy 
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SIMULATION 

Victim cache simulator proposed by Professor Israel Koren [6] 

was the simulation environment used in the experiments 

presented in this paper, which is a web based simulator that uses 

Java to run the simulator applet. The simulator used trace driven 

simulation, and provides traces which are in dinero format; 

moreover it can load any other trace file in the same format. On 

the other hand, the simulator tests a fully associative, and FIFO 

victim cache for many design alternatives that shown in Table I. 

To evaluate victim cache performance for some design 

specifications the simulator provides two run options, which are 

simulation including victim cache and normal simulation 

without victim caching, respectively, then recorded the AMAT 

for both cases upon certain trace file. Moreover, the simulator 

calculates the hit ratio for L1 and L2 caches for normal 

simulation without including victim cache. 

 

Table I: Victim Cache Simulation Design Alternatives 

 

Design Parameter Design Alternatives 

L1 cache size 4K, 8K, 16K, 32K 

L1 associativity 1, 2, 4, 8, 16 

L2 cache size 16K, 32K, 65K, 131K 

L2 associativity 1, 2, 4, 8, 16 

Victim cache entries 4, 8, 16, 32 

 

 

THE DESIGN ALTERNATIVES AND RESULTS 

Many design alternatives were tested experimentally using the 

victim cache simulator presented in section 2, and the results 

were recorded for the AMAT enhancement after using victim 

caching this section describes the design alternatives used in the 

experiments  conducted and what was the impact of changing 

different design alternatives. 

A. The effect of L1 cache size on victim cache performance 

“Fig. 2,” shows the performance of using 16 entry victim cache 

when backing up L1 caches of varying sizes, the figure shows 

the AMAT values without using victim cache comparing with 

the reduced AMAT values caused by using victim cache. 

 

 
 

Figure 1. AMAT enhancement using 16 entry victim cache 

for varying L1 cache sizes 

“Fig. 3,” shows the performance of 4,8,16 and 32 entry victim 

caches when backing up L1 caches of varying sizes. In general 

larger L1 caches benefit the most from the addition of a victim 

cache. On the other hand, the figure showed that for a certain L1 

cache size the total percentage of reduction in the total AMAT 

increases as the victim size increases.  

 

 
 

Figure 3. AMAT Enhancement Using Different Victim 

Entries for varying L1 cache sizes 

 

Jouppi et al. [1] showed that there are two factors to victim cache 

performance versus L1 cache increases in size. First, as the L1 

cache increases in size, the relative size of the victim cache 

becomes smaller. Since the L1 cache gets larger but keeps the 

same line size, the likelihood of a tight mapping conflict which 

would be easily removed by victim caching is reduced. Second, 

the percentage of conflict misses decreases slightly from I D to 

32KB.  As we have seen previously, as the percentage of conflict 

misses decreases, the percentage of these misses removed by the 

victim cache decreases.  The first dominates, however, since as 

the percentage of conflict misses increases with very large 

caches, the victim cache performance only improves slightly. 

Another important factor that must be taken in consideration 

when designing memory is the cache associativity. Many 

experiments were conducted in this work to study the 

performance of victim cache when varying L1 cache 

associativity, the overall results where interesting and shows 

that for a certain L1 associativity the impact of varying victim 

cache entries with respect to the AMAT enhancement is 

negligible as seen in Fig. 4, although its performed well for a 

certain number of entries for example 16 entry as shown  

in Fig. 5. 
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Figure 4. AMAT Enhancement Using Different Victim 

Entries for varying L1 associativity 

 

 
 

Figure 5. AMAT enhancement using 16 entry victim cache 

for varying L1 cache associativity 

 

 

Victim Cache and Second-Level Cache  

As the size of a cache increases, a larger percentage of its misses 

are due to conflict and compulsory misses and fewer are due to 

capacity misses, thus victim caches might be expected to be 

useful for L2 caches as well.  Since the number of conflict 

misses increases with increasing line sizes, the large line sizes 

of second-level caches would also tend to increase the potential 

usefulness of victim caches [1]. Fig. 6, shows the performance 

of using 16 entry victim cache when backing up L2 cache with 

different sizes, the figure shows the AMAT values without 

using victim cache comparing with the reduced AMAT values 

caused by using victim cache. On the other hand, Fig. 7, shows 

Experimental results for varying L2 cache associativity shown 

in Fig. 8 and Fig. 9, respectively. 

 

 
Figure. 6. AMAT enhancement using 16 entry victim cache 

for varying L2 cache sizes 

 

 
Figure 7. AMAT enhancement using different victim entries 

for varying L2 cache sizes 

 

 
Figure 8. AMAT enhancement using different victim entries 

for varying L2 cache associativity 
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Figure 9. AMAT enhancement using 16 entry victim cache 

for varying L2 cache associativity 

 

 

B. Victim caches interaction with L1 and L2 cache sizes 

Table II shows AMAT reduction while changing both L1 and 

L2 cache size with a fixed value of victim cache entries which 

was chosen as 16 entries, and a two-way set associative L1 and 

L2 caches. The figure shows that the larger the L1 and L2 caches 

the larger the AMAT reduction. It is interesting to see that a 16K 

and 32K byte L1 cache with other L2 cache sizes the AMAT 

reduction is very close. 

 

Table II:  AMAT Enhancement Using 16 VICTIM Cache 

Entries for Different L1 and L2 Cache Sizes 

 

L1 

Cache 

Size 

(KB) 

L2Cac

he Size 

(KB) 

AMAT 

With 

Victim  
 

AMAT 

Without 

Victim  
 

Percentage of 

AMAT 

Enhancemen

t 

4 16 12.16 13.08 7.02 

4 32 10.45 11.18 6.58 

4 64 9.78 10.61 7.87 

4 128 9.47 10.33 8.40 

8 16 10.79 13.67 21.09 

8 32 9.33 11.75 20.62 

8 64 8.70 11.18 22.13 

8 128 8.40 10.89 22.94 

16 16 9.07 13.41 32.38 

16 32 8.27 12.04 31.30 

16 64 7.88 11.61 32.13 

16 128 7.58 11.32 33.05 

32 16 7.94 12.11 34.46 

32 32 7.85 12.10 35.12 

32 64 7.57 11.75 35.57 

32 128 7.31 11.50 36.48 

C. Results with different traces 

AMAT reduction point of view for different trace files, and 

assuming a fixed design which was 32K byte and eight-way set 

associative L1 cache, 128K byte and fully associative L2 cache, 

and 32 victim cache entries, as seen the results shows that using 

victim cache the AMAT enhanced for one trace file and the 

enhancement was negligible for the other traces, we may 

conclude that the victim caching almost enhancing the 

performance but may not reduce it. 

 

 
 

Figure 10.Victim cache performance for different trace files 

 

 
CONCLUSIONS AND FUTURE WORK RECOMMENDATIONS 

After The widening gap between processor and memory speeds 

makes data locality optimization a very important issue in 

modern cache systems. Computer architects focus on 

optimizing data cache locality using intelligent cache 

management mechanisms.  The victim caches effect is to extend 

the associativity of cache lines which need them. The 

associativity of that particular cache increases by the number of 

entries in the victim cache. In this paper, an experimental 

performance evaluation of the interaction between victim cache 

and two level caches were done using a suitable simulator and 

workload, where victim cache with varying entries, and L1 and 

L2 cache sizes and associativity been used as a design 

alternatives. Simulation results with respect to AMAT showed 

that the performance improvement due to victim cache is 

valuable, and the larger the victim cache the larger the 

performance enhancing. 

 

An interesting area for future work is to study the ability of using 

two or more victim caches and trying to evaluate the 

performance of such designs. On the other hand, it will be 

worthy to evaluate the performance improvement on the hit rate 

when using victim cache, and the tradeoff between its benefits 

and the power consumption. 
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